The Sender-Receiver Model:

Syntax, Semantics, and the Relation between the Model and the World!

Abstract: The sender-receiver model, developed by David Lewis and extended by Brian
Skyrms and others, has become an important framework for the naturalistic study of
communication and meaning. This paper looks at the model as it stands today and argues for a
deflationary, pragmatic, and pluralist interpretation. The primary focus is on syntax and signal
content. On syntax, | assess the account of Planer (2019) and Planer and Godfrey-Smith (2021),
which identifies syntax with combinatorial structure governed by an encoding principle that
gives semantic significance to sequence properties. I argue that the account faces
counterexamples and that the concept of syntax is better understood as heterogeneous than
unified. On signal content, | survey informational, functional, and propositional accounts and
show that each faces counterexamples too. The resulting picture motivates a neo-Carnapian
perspective — one where debates about what signals “really mean” or what “really counts” as
syntax are best understood as debates about which linguistic framework to adopt, not as
disputes about underlying metaphysical reality. Different frameworks pick out different
properties, and the choice between frameworks is practical rather than factual. I conclude by
extending this pluralism to the sender-receiver model itself — the model is not a correct account

of what communication “really” is, just the most fruitful framework available.

! This is the author’s preferred version of the paper. Several passages have been revised from the
published version in Synthese to correct typos, errors, and other infelicities, including a
mischaracterization of Skyrms and Barrett’s (2019) account of propositional content. [Simpson,
S. (2026). The sender-receiver model: syntax, semantics, and the relation between the model and
the world. Synthese, 208, 56. https://doi.org/10.1007/s11229-026-05601-1].



Introduction

The howl of a wolf, the greeting of a friend, a ring on a finger, a mural on a cave wall. One of the

great wonders of this world is communication, and it occurs in many shapes and many forms.

Many different theories of communication have been proposed over the years. Most have
tended to focus on just one side of the communicative divide — the speaker side or the audience
side — and have tended to see animal and human communication as phenomena of fundamentally
different kinds. In recent years, however, this view has been challenged. Now it appears we
might have a model that makes sense of both sides of the communicative divide and makes sense

of both human and animal communication.

In this paper, I will present the basics of what has come to be known as the sender-
receiver model of communication — a model first developed by David Lewis in his dissertation
and first book Convention (1969) and roughly forty years later expanded by Brian Skyrms and
others. I will look at the mechanics of the model, how the model has been developed so far, and
then I will make a few recommendations for improvement of my own. I will ask questions about
the model’s details: Do all the parts matter? Is there always a clear separation between
components? I will also look at how the concepts of syntax and meaning fit into the model. I will

end with a deflationary, pragmatic, and pluralist account of how the model relates to the world.

A note on the paper’s overarching thesis before we continue. I will argue throughout that
debates about syntax and content in sender-receiver models are best understood as debates about
which linguistic framework to adopt — not as debates about underlying metaphysical facts — and

that this question is better understood as one about how models represent than about any



underlying metaphysical property of the models themselves. This position draws on Rudolf
Carnap’s distinction between “internal” and “external” questions — a distinction developed in
detail in section 5. The analysis of the model’s mechanics in section 2, the account of borderline
and hybrid cases in section 3, the detailed critique of accounts of syntax in section 4, and the
survey of theories of signal content in section 5 are all intended to motivate that position, not
simply survey existing work. The argument can be summed up briefly as follows: the everyday
notions of meaning, syntax, and communication are imprecise and historically laden; existing
formal accounts of content and syntax all face counterexamples and none can claim to be the
uniquely correct analysis; this pattern is what we should expect if the concepts involved are
framework-relative rather than metaphysically determinate; and so, the neo-Carnapian
interpretation — treat these as alternative frameworks useful for different purposes — follows as

the appropriate outlook.

2. The Sender-Receiver Model

Go back to ancient Greece. Theseus, the son of Aegeus, King of Athens, has volunteered to sail
to Crete to kill the Minotaur that has been plaguing their city. Aegeus asks Theseus to promise
that upon his return his crew will fly white sails if Theseus has been successful in his mission
and black sails if he has been killed. We might imagine if Theseus survives, a celebration will be
organized in his honor; if he dies, no celebration will be held and Aegeus will throw himself into

the sea in despair, perhaps to join his son in the afterworld.

2 This is, of course, an embellishment of the classic story.



What we have in this case is an example of a simple communication system. What must
go on for this sort of thing to work? In Convention, Lewis presented a model meant to answer
that question. As Lewis saw it, there had to be a sender (in our case, Theseus and his crew) and a
receiver (here, King Aegeus). There had to be something being used as a sign (the sails of the
ship). There had to be states of the world the sender can observe and that matter in some sense to
both individuals (here, Theseus surviving or not). And the receiver had to be able to observe
signals from the sender and in turn perform some kind of act that has consequences for them

both (in this case, Aegeus organizing a celebration or committing suicide).

In a case like this, we can image the agents have complete common interest. Theseus and
Aegeus want the same things to happen in the same circumstances, and there is no conflict of
interest. On Lewis’s original rendering of the model, complete common interest was one of the
key assumptions. He also added that agents must have common knowledge of their common
interest and use rational choice in their deliberations. What Lewis found was under
circumstances such as these, certain combinations of strategies of sending and reacting to signals
end up being Nash equilibria — in other words, are such that neither agent can do any better by
unilaterally deviating from their joint plan.> Lewis called strategy combinations like these
“signaling systems” and he called the situations in which they arise “signaling games” — an

apparent throwback to Wittgenstein’s notion of a language game.*

3 For an introduction to the concept of Nash equilibrium, see Nash (1950, 1951).

“ Although Lewis never explicitly stated the connection or influence, others have noted this
similarity. See Glock (1996, 2003, 2017), Sterelny (2003), Skyrms (2010), Zollman (2011), and
Godfrey-Smith (2014a). See Brandom (1994) for a treatment of Lewis’s model as a formal
complement to Wittgenstein’s idea.



In the present story, the signaling system consists in the combination of Theseus putting
up white sails only in the case Theseus survives and Aegeus organizing a celebration only if he
sees white sails. Of course, Theseus could have chosen black as the color of sails that should be
put up if he was successful. Both equilibria were available. Signaling systems in this sense are

conventional.

Lewis assumed in most cases of signaling there will be a “salient” option. For Lewis,
salience is what explains how agents can select among equally good equilibria. The salient one is
simply the one agents are more likely to converge on due to things like cultural norms,

perceptual biases, context, or prior history. Yet, it need not be the one that is always chosen.’

The basics of Lewis’s original model are fairly simple. A standard signaling game
includes a set of possible states of the world, a set of possible signals, and a set of possible
receiver actions. The heart of the model is the combination of signaling rules followed by the
sender and the receiver. There is a sender rule — that we might call f; — that maps states to signs.
And there is a receiver rule — f, — that maps signs to actions. Sender rules can come in a variety
of forms. As Godfrey-Smith (2014b) points out, these rules can be as simple as send signal S in
every state of the world or signal randomly. But senders can also follow a rule mapping different
signals to each state. The same sort of story applies to the receiver side. Receivers can follow
rules such as perform act A for every signal or act randomly. But they can also follow a rule that

maps a different signal to each act. The combination of any sender and receiver rule results in a

> See Schelling’s (1960) notion of focal points for a predecessor to Lewis’ salience. LaCroix
(2020) analyzes the role of salience in signaling games and suggests its importance has been
understated.



mapping from the states of the world to receiver actions. One way we might illustrate such a

mapping is as in Fig. 1.
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Fig. 1. A basic sender-receiver configuration. f; is a sender rule, mapping states of
the world to signs. £ is a receiver rule, mapping signs to acts. F' is the resulting
mapping from states to acts. The bottom two dashed line represents reinforcement

from the interaction.®

In recent years, it has been shown that some of Lewis’s assumptions are not necessary for
signaling to get off the ground. In Evolution of the Social Contract (1996) and Signals (2010),
Brian Skyrms showed conventional signaling of the Lewis sort can come about and be
maintained by a variety of methods — not just rational choice aided by salience. Signaling of the
Lewis sort can arise in agents using simple reinforcement learning. Even natural selection can
provide the necessary mechanism. What must happen is the actions of the receiver after a

signaling interaction in some way influence the subsequent signaling behaviors of the sender,

® Figures 1., 2, 3 and 4 are inspired by and adapted from figures appearing in Godfrey-Smith
(2013, 2014b) and Shen (2020).



and likewise the acts of the sender in some way influence subsequent receiver behaviors. The
actions of one must have an effect on the other. With this sort of situation in place, signaling of
the Lewis sort can be seen to occur in organisms much less complex than humans. Analyses

suggest it even occurs in insects and bacteria.’

Recent work by Manolo Martinez and Peter Godfrey-Smith (2016) shows Lewis’s
requirement of complete common interest is not necessary either. Some cases of signaling —
probably many cases in the real world — will turn out to be instances of partial common interest,
lying somewhere between the two ends of the common interest-conflicting interest spectrum.® If
a receiver does not get anything out of paying attention to a signal or is deceived by a sender too
often — think of the boy who cried wolf — then, if they can, the receiver will simply stop paying
attention to that signal, in which case the sender will then have no reason to keep sending it, the

result being a communication breakdown.

As Skyrms (2010) and other have pointed out, a nice feature of Lewis’s model is it mixes
well with some other ways of understanding communication.” Claude Shannon’s (1948, 1949)
work on information is an example. Shannon discussed what has now come to be known as

mutual information — a term apparently coined by Robert Fano.!® According to Shannon, signals

7 See, for example, Miller and Bassler (2001), Skyrms (2010), and Artiga (2021).

8 For the foundational economic analysis of conflicting-interest signaling, see Crawford and
Sobel (1982). In biology, the costly signaling tradition shows how reliable transmission can be
maintained under partial conflict — see Huttegger and Zollman (2010). See Spence (1973) for an
analysis of job market signaling. Wagner’s (2012) analysis of evolutionary dynamics in games
with completely opposed interests finds chaotic behavior in which information transfer occurs
out of equilibrium altogether.

? Also see Sterelny (2003) and Godfrey-Smith (2014a, 2014b).
19'See Rioul (2018) for the historical note.



carry information. This is the case whenever the state of a sign reduces uncertainty about the
state of the source — in our case, the state of the world. Mutual information exists when the state
of one object is predictive of another. This sort of information is everywhere. A certain kind of
track in the sand is a good indicator of the recent presence of a mountain lion. Smoke carries
information about fire. Skyrms gives the example of fossils carrying information about past life
and cosmic background radiation carrying information about early stages of the universe.!!
When we plug this way of thinking into the sender-receiver model, we can see that a signal can
even carry mutual information about its senders and receivers — senders and receivers can change
what information is carried by a signal in virtue of the states in which they send that signal or

how they respond to it.

How well does the model fit all cases of signaling? Does it really seem to cover all
interactions we’d want to call communication? On the version of the model due to Lewis and
Skyrms, senders observe states of the world. Yet just consider the case of the rowboat and the
coxswain, due to Kevin Zollman but discussed in print by Godfrey-Smith (2014a, 2014b). The
coxswain calls out the stroke, and the two rowers use that call to coordinate their rowing. Does a
case like this fit the standard sender-receiver model? Supposing the cox is not sensitive to
feedback from the rowers and has no private information about states of the world (that is, there
are no states the cox is actually observing, even in a broad sense), this case does not seem to fit

the original Lewis model. The cox’s call is more like a weird cue.

' Skyrms (2010), p. 44.



Cues are signs similar to the Lewis model but not quite like the paradigm cases.!? Cues
include what H. Paul Grice (1957) called cases of “natural meaning” — things like the mountain
lion track in the sand or the smoke in the sky. These sorts of signs contain mutual information
and do so even if they do not grant a benefit to a receiver currently attending to them.!? Cues are
typically described as signs “sent” by the world, not sent, in the signaling sense, by an agent. In
cases like these, there is some sort of “connection” between states or acts and signs. Smoke just
is causally connected to fire. Mountain lions cannot help but leave certain kinds of tracks in the
sand. But unlike with a signal, in the case of cues there is no sense in which feedback to the

“sender” side from a receiver will alter the cue’s state-sign relationship.'#

The rower case seems closer to a cue than a signal. In that example, it is assumed there is
no state that is “naturally connected” to the sender (or world) side as in most cue cases and no
obvious information which the sign naturally carries. Sign-production in the rower case is also

assumed not to be alterable, even by feedback from receivers — unlike in classic signaling.

12 See Godfrey-Smith (2009, 2013) for an introduction to “paradigm” and “marginal” cases and
discussion of this way of handling various phenomena.

13 In the biological communication literature, the term ‘cue’ is generally reserved for cases where
there is a receiver who benefits from the sign. Here, I am using the term to cover both cases
where there is and is not (at least, currently) a receiver. See Maynard-Smith and Harper (2003)
and Scott-Phillips (2010, 2014). Also see Cao (2012) for similar discussion.

14 One might object: but is not the mountain lion an agent? So, is not the track case not a case of
a cue — instead a case of a sender and a signal? The mountain lion is an agent, yes, but the track
is not something — like a human hand signal, for example — that the mountain lion is “sending”.
The mountain lion cannot alter the state-sign relationship of the tracks it makes in the way
senders in the sender-receiver model are conceived of being able to alter their signaling behavior;
the track is just an unavoidable consequence for mountain lions when they walk across sand.
What is more, even if a hunter can use those tracks to help track down and hunt mountain lions,
this sort of feedback will not alter that state-sign relationship — there is no role for feedback to
play in the sign’s connection to the mountain lion’s presence.



Configurations such as these are, for lack of better words, incomplete examples of the set-up in

Fig 1.
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Fig. 2. A cue configuration. A case in which the receiver’s actions have no effect

on future sign production.
It might seem there is a clear difference between all these cases, a marked and well-defined line.
Following Godfrey-Smith (2014a), I think it is best to see them as only a matter of degree. Some
cues can be co-opted to varying extents. For example, when beauty marks became associated
with beauty and social status in 16™ century France and later in the ‘50s when Marilyn Monroe
was alive, some people would attach artificial birth marks to their faces in an attempt to cash in
on what those marks had come to represent in cue form. There are other ways the model can
come in shades. Skyrms (2010) mentions the sender might have more signals they can send than
the receiver has actions they can perform. Godfrey-Smith (2014b) talks about receivers being
more able to change their signaling behavior than the sender (or vice versa). One side might be

less reliable or more subject to error or outside influence. The possibilities seem endless.

Going back to the cox case, receivers can make this peculiar sign carry mutual

information about each other’s actions in virtue of how they respond to it — for example, if a

10



receiver always rows when the cox yells “Stroke!”, then that signal carries mutual information
about the receivers’ actions (and can be helpful to their partner). And yet, this is still not quite
like an original sender-receiver setup and is arguably not really a signal, at least not an instance
of a paradigm example of communication in the sender-receiver model sense. As Godfrey-Smith
(2014b) points out, we approach something more like classic signaling if we imagine one of the
rowers is calling the stroke. Then it might be argued the state the sender “sees” is something like
their own impending intention to row. However, Godfrey-Smith rightly argues that another way
to describe this case is to say the agents are coordinating acts with acts rather than states (even
internal states) with acts, where here the only difference between an “act” and a “state” is that a
state is something that is not chosen by one of the agents whose choices are being modeled. The
use of signs to achieve act-to-act, as opposed to state-to-act, coordination might be illustrated as

in Fig 3.
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Fig. 3. A sender-receiver system with act-to-act coordination. fi: sender’s rule,
mapping acts to signs. f-: receiver’s rule, mapping signs to other acts. F: the
resulting mapping from acts to acts.!>

Lewis’s original version of the model did not cover cases like these. Skyrms seems not to have

had such cases in mind either. I follow Godfrey-Smith in using the term “signaling system” to

describe act-to-act communication like these as well.!¢

Godfrey-Smith (2014b) takes the cox case as a prompt to argue that probably the
conception of signs as always representing or standing for something is a way of thinking we
need to move beyond, and I agree with that.!” It is important to remember signals grow and
evolve over time and have ever-changing meanings and uses. The phenomenon of
communication surprises us with bizarre new cases all the time. Of course, another way to
describe cases like these might be to say these signs create states via their “tics” and “tocs”.
Following Godfrey-Smith, I prefer to take the view that the basic scaffolding of the model will
not always fit some cases so neatly. Sometimes the answer to the question “But is it really a

signal?” will just have to be “Well, sort of.”

15 See Robson (1990), for another example of this sort of set-up and use.

16 Ts there any framing under which the case where the cox calls the stroke could be considered a
signaling system? See Godfrey-Smith (2014a) and Simpson (2024) for discussion.

17 Charles Sanders Peirce and other semioticians would likely say Godfrey-Smith is operating
with a very stringent notion of “object” in making a claim like this here. Peirce was much more
liberal about what might count as an object.

12
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Fig. 4. The coxswain system. The case involving the metronome-like cox might be

represented like this. The click and silence of the metronome are the “signals”.

There is no state being observed by the metronome, but the clicking and silence of

the metronome creates two arbitrary states and these arbitrary states and their

corresponding signals can be used by receivers to coordinate action. Feedback in

this case is indicated by the lower dashed line. The dotted line represents the

additional line of feedback that could occur in a more complicated case.
In the classic cases, different objects play the roles of sender, sign, and receiver. And yet, there
may be cases where a distinct boundary cannot be drawn or where one object plays more than
one of those functions. I could mark the ground during my hike so that I recognize the right path
on my way back, the result being I played the role of both sender and receiver (just at a later
time). Godfrey-Smith (2014b) discusses genomes being viewed as holding a memory of the
structure of useful protein molecules — a memory that is for the cell to read at the cellular level

but not for the larger organism to read of which the cell is a mere component. If we accept that

group agents exist, then a member of a group sending a message to the group itself presents

13



another complicated scenario.'® A sender might even use themselves — present their own body —

as a form of signal; then they play the role of both signal and sender.

The moral of the story is that the way to think about the model is to recognize not all
instances of communication will fit so neatly into the diagram in Fig. 1 but instead most
signaling interactions will lie somewhere on a sort of spectrum between the paradigm cases of

the model and those that do not fit so perfectly into the model’s basic scaffold.!”

3. Bells and Whistles, Cogs and Gears

The sender-receiver model assumes it takes two to tango, but does it? First, let me say I am not
asking whether information can be carried by things other than signals, for example, by cues —
that it can be so carried is clear. I am also not asking whether receivers on their own can pick up
information from things like cues. Instead, I am asking whether communication requires two
agents — a sender and a receiver (even if the same agent). I think the answer is simpler than it

might initially appear.

Communication requires two functionally distinct roles. There must be a sending process
and a receiving process. But, as we’ve seen, these may or may not be instantiated in distinct
organisms or agents. Communication does not require two numerically distinct bodies, but at
least two different stages or subsystems, each sensitive to feedback from the outcome of their
interactions. The claim that it takes two to tango is constitutive of communication, not just

typical of it. Cases of apparent single-agent communication — such as self-talk, memory, and

1% See Simpson (2024) for a sender-receiver analysis of group-level communication.

19 One of the first to take this approach, as far as I can tell, is Godfrey-Smith in several papers
(2013, 2014a, 2014b).
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inner speech — will turn out on inspection to involve this very setup, a sending process (memory
encoding, note-writing) and a receiving process (later retrieval, reading) that are functionally
distinct even when occurring in the same body. Many apparent counterexamples from soliloquy
and self-sent and received signs will end up confirming rather than undermining the functional

two-role structure — they will succeed as communication only when that structure is present.

But another way to approach the same question, and one that also has a chance of
persuading skeptics, is to think about hard cases, cases somewhere on the borderline. Consider
what is known in the literature on Grice as the soliloquy objection — originally due to Paul Ziff
(1967). What do we say about the lone speaker (sender) who seems to say something when no-

one else is around? Do we call that communication?

Abstract cases of this kind are easier to evaluate when given concrete detail, so let us add
a few details to the picture. Suppose our speaker is a Robinson Crusoe type. He was raised in
English society but after a series of tragedies has become stranded on an island and is now in
some sense alone (although people are still “out there” somewhere across the sea). He writes a
note, puts it in a bottle, and drops it in the ocean. Is this a case of communication? My inclination
is to agree in the case Crusoe intended as his audience someone across the water and there is
some chance receivers could receive and react to his signal. But suppose now unknown to
Crusoe everyone else has died — he’s the last man on earth, even in existence. Is this
communication? I take it some Griceans will still want to say yes given the sender’s intention —
they will say it has “speaker meaning”. I am somewhat inclined to agree it might be fair to
describe it as having meaning in some sense since in our example the speaker is also “trained up”

in a language already. Yet it is much like plucking the receivers out of a game in which a

15



signaling system has already developed and in which the sender has already settled on signaling
rules. Is his signal an instance of communication out of that old context? It’s an attempt at

communication maybe, but certainly not a successful one.

Now imagine there has been no previous signal use by the sender — perhaps he grew up
alone somehow on the island or is a “swamp-Crusoe” (he’s a perfect exact copy of Crusoe that
just magically popped into existence).?’ The man goes to do what appears to be the same thing as
before: he makes marks on paper, puts the marked paper in a bottle, and drops it into the sea.
Maybe the marks on the note in the bottle even look like the English sentence “Is there anybody
out there?” Perhaps there is an audience or not, but he intends someone receives it. Is that
communication? I do not know. Is that scenario even possible? Would such a man even know
what he is doing? Could he intend to communicate if he has no idea whether he’s the only one
around and has no evidence of anyone else, has never even seen anyone communicate before?
My stance is that these cases carry some of the components of the standard cases and some are
closer to, some farther from, the standard examples than others. I think the everyday concept of
communication is probably not as clear as some philosophers would like it to be, and it probably
did not originally come about with handling these sorts of cases in mind. Further, communication
evolves over time. We should expect that in most cases there will be in-between stages,
especially during the move to stabilization — even seemingly stabilized systems might change

someday.

What about the cases where Crusoe talks to himself or does not intend an audience? The

first case, I think, we can at least sometimes see as communication. [ might play the role of both

20 See Davidson (1987) for an introduction to the Swampman character.
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sender and receiver — as in the case of memory. Consider again the example of the mark left on
the trail. Cases where there is no intention to talk to myself or anyone else — where I do not even
think there is possibly some God or alien species out there who might hear me — I think are best
simply not described as communication at all, though what is really going on in those non-

communicative cases remains unclear: an odd tic? a new behavior?

Wittgenstein’s argument in the Philosophical Investigations (1953) regarding “private
languages” is relevant here. There, the worry was that a so-called private language cannot be a
genuine language, because a private language would require a word whose meaning is fixed by a
private sensation accessible only to the speaker. Wittgenstein argued that if this was the case,
there would be no independent standard for distinguishing “seeming to use the word correctly”
from “actually using it correctly” and that without such a standard, rule-following collapses into
mere impression of rule-following and no meaning can be established. The argument might be
interpreted as relying on the same kind of feedback structure inherent in the sender-receiver
model. For a signal to carry stable meaning, there must be some standard that distinguishes
correct from incorrect use. The sender-receiver model grounds that standard in the feedback loop
between sender and receiver strategies. The minimum condition, then, for meaningful signaling
is a system with at least a minimal feedback mechanism enforcing consistency — whether that
mechanism is social, biological, or cognitive. A system in which one side receives no feedback
from the other — and hence in which no standard of correct use is enforced — will simply be a

degenerate case of the model.?!

2! The full argument from Wittgenstein is in §§243-271. For related discussion see Godfrey-
Smith (2014a).
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I’ll close this section with a final consideration. How far does the borderline of the model
go? Just about anything can be used as a signal. I could use a glass of wine I hand you as a
signal.?? Suppose we have a game where I either hand you a glass of wine or a glass of water.
You drink whatever I hand you. If I hand you wine in one situation, it is great for both of us —
perhaps because the more you drink, the more entertaining you are to me and me to you. If
hand it to you in the other, it is bad for both of us both — perhaps because now we want to have a
serious sober conversation. The converse story applies to the water. We get a system going and it
perpetuates: I giving you wine in one state and water in another. Is this signaling? [ want to say
no, and this is because the physical effect (the causal consequence) of the so-called signal on the
receiver (drunkenness, soberness) and our enjoyment or not of the effect is what is really doing
the maintaining work of the system, not what is done with the information the object contains. In
fact, the receiver does not do anything with the information the “signal” contains in this case — he
drinks just the same. A similar example, but one that does count as signaling, involves me
throwing either a red or blue ball to you and you placing it in the right bucket for a payoff. There,
although you are also physically using the signal (putting it in some bucket or other) you are first
using the information you receive from it (via color) to decide what you do next (which bucket to
place it in). As with other cases, | say the same with these. There will probably be cases on the

borderline, shades of grey. Most cases will not be so simple or easily categorized.

4. Does the Sender-Receiver Model Make Sense of Syntax?

22 Thank you to Cosim Sayid for this question. Godfrey-Smith (2014b) brings up a similar worry
and offers a brief sketch in this direction.
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The analysis of syntax in this section proceeds in two stages, mirroring the structure of the
argument for semantic pluralism in section 5. First, I examine the best recent attempt to explicate
syntax within the sender-receiver model — due to Planer (2019) and Planer and Godfrey-Smith
(2021) — and show that it faces counterexamples that reveal the concept of syntax to be
heterogeneous (that is, the cases it is meant to cover resist any single unifying principle). Second,
I use this heterogeneity to argue for a neo-Carnapian point of view, namely that ‘syntax’ does not
name a natural kind but a family of related properties, and that deciding which property to care
about is a practical matter, not a discovery about the world. This is not an eliminativist proposal
— the recommendation is not to stop using the word ‘syntax’ altogether. Rather, the
recommendation is pluralist — that when we use the word ‘syntax’, we should be clear about just

which notion of syntax we are deploying.

Arguably any general model of communication should be able to say something about
syntax. The question of what syntax is and whether it distinguishes human language from other
forms of communication has been debated at least since Hockett’s (1960) catalogue of design
features, and it remains unsettled. Different researchers mean genuinely different things by the
word. And some have questioned whether syntax is even the right property to focus on for
understanding the origin of language at all (Jackendoff 2010; LaCroix 2021). In recent years, a
number of researchers have made progress in this area. Jeffrey Barrett (2007, 2009) and Barrett,
et al. (2020) model very basic signaling games with signals composed of parts and where the
order of the parts can matter. Shane Steinert-Threlkeld (2016, 2020) and Michael Franke (2014,
2016) offer more nuanced cases. LaCroix (2025) formally shows that the models offered by

Barrett and others for syntactic signaling cannot be what we would call compositional. Freeborn
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(2025) addresses whether agents in these games could /earn or understand such structure rather

than merely use it and shows that compositional understanding can evolve.

What is difficult is to get a model where not only are there parts and the order of parts
matters, but where the individual parts have a corresponding meaning in some sense and where
this result is not somehow already “baked into” the game.?* Suppose we have a signal AB. We
can have a game where AB ends up serving the same function as the signal BA. But we can also
have a game where the order matters and so AB and BA mean different things. But it seems what
we really want is something else. We want a game where the parts map to different meanings in
a more complex way, a game where A means something like “Lion” and B means something like
“Big”. That way we can get signals like AB meaning “Big Lion” and AC meaning “Big
Snake”.?* More will have to be done before we get a model that accomplishes something like
this. But it seems fair to say a signaling system like this is more like what we have in mind when

we are talking about whether a signaling system can have a syntax.

23 This point bears clarification in light of recent literature. The desideratum described here — that
the meaning of a complex signal be a function of the meanings of its parts and the way they are
combined — is the classical compositionality constraint. LaCroix (2025) formally shows that
some of Barrett’s models fail this constraint. Freeborn (2025), Steinert-Threlkeld (2016, 2020),
and Franke (2014, 2016) each take themselves to have developed models that satisfy it or a
suitably revised version. The objection raised in this text is therefore not simply the familiar one
that existing models fail compositionality — a criticism those authors believe they have
addressed. Rather, in line with the Carnapian position of this paper, it is that compositionality as
a criterion is itself framework-relative. Whether a signaling system counts as “having”
compositionality depends on how we identify signals, what we count as the signal’s “parts,” and
which mappings from parts to the larger whole we consider relevant to its overall meaning.
Different choices yield different results. There is therefore no single fact of the matter about
whether a system is compositional in the relevant sense, independently of a choice of framework.

24 Scott-Phillips (2014) for a good overview of this issue.
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Now let’s look at the account of Planer and Godfrey-Smith. They distinguish signals
along two orthogonal axes. The first axis concerns the relationship a signal bears to other signals
in the system. A signal is nominal when the relationship it bears to other signals plays no role in
its meaning (e.g., a single arbitrary color-flag whose meaning does not depend on any
relationship to other flags); organized when such a relationship is exploited by the signalers (e.g.,
a decibel scale where louder calls correlate with closer predators, and agents make use of that
correlation); and encoded when combinatorial signs have their meaning specified by an encoding
principle that gives a semantic role to the sequence properties of signs — that is, when a
systematic “relation-between-relations” obtains between the structural properties of the signal
and the structural properties of what is signaled. The second axis concerns the internal
composition of individual signals. A signal is afomic if it has no identifiable parts that
independently contribute to its meaning (e.g., the color of Theseus’s sail taken as a simple
signal); composite if it has more than one distinct part (e.g., a signal AB where color and shape
are separate parts); and combinatorial if the internal arrangement or sequence of those parts
contributes to meaning, so that AB and BA can have different meanings. The key claim in Planer
and Godfrey-Smith’s account is that syntax arises at the intersection of these two axes. A system
has syntax when it is both combinatorial and encoded — when the sequence properties of its parts
are exploited via an encoding principle that gives those sequence properties semantic

significance.

Planer and Godfrey-Smith’s official definition of “sequence properties” is broad. They
define them as “the different ways a sign’s parts are ordered with respect to one another in space
or time” (2021, 10). On its face, this seems to cover two-dimensional spatial arrangements.

However, every example covered in both papers involves a single-dimensional linear ordering —
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the left-to-right position of bits in a binary string, the linear order of nucleotides, the order of
words in an English sentence, the temporal sequence of an ape gesture sequence. Planer’s
elongation-by-fusion example involves signs at L1 and L2, and he analogizes this with transfer
RNA molecules read linearly along a sequence. The definition’s spatial-or-temporal clause
appears to cover both signs occurring side by side in space and signs that occur one after another
in time. However, in both cases, what is involved is a one-dimensional ordering. This similarity
in all the examples presented suggests that multi-dimensional spatial arrangements — like the grid

case I will introduce shortly — were simply not in mind when the framework was developed.

With these definitions in hand, let’s look at how Planer and Godfrey-Smith apply them to
their two central cases. In the binary case, the key is that the position of each 1 or 0 within a left-
to-right string determines its contribution to the integer encoded — the same digit at a different
position means something different. In the alarm call case, there is no sequence in this sense — no
internal ordering of parts that matters. What matters instead is a mapping between a relation
among signals (louder-than) and a relation among world states (closer-than). Planer’s paper
further specifies that what distinguishes an encoding system from a merely organized one is the
existence of a precise “pattern” in the way states are mapped to signs; where the mapping is

“completely haphazard,” there is no encoding.

I have several worries about this analysis. First, it is not clear why “completely” in
“completely haphazard” is important here — how haphazard can a mapping be and still count as
encoding (as opposed to organized) according to their analysis? I do not know, and they do not
say. Second, as I said, they do not really spell out exactly what they mean by “sequence” here,
and their analysis does not make clear why a “sequence” or what kind of “pattern” is really

necessary.
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Consider the Theseus case again. Suppose Theseus made it so not only did the sail’s color
tell his father he was dead or not but the shape of the sail corresponded to how soon Theseus
needed to meet. Then there is a “sequence” of sorts (what I will call a “sequential pattern”) in
how soon Theseus possibly needs to meet — from sooner to later — but there need be no
corresponding sequential pattern mirrored in the possible signal shapes.?> Compare this to an
alarm call case where there is a sequential pattern utilized in the calls — the decibel levels — and
present in the world — the various distances of the predator. There would be a sequential pattern
of sorts in the Theseus signal if it were the size of the sails that corresponded to the urgency of
needing to meet. Then we have a sequential pattern that can be useful for receivers when it
comes to predicting what, say, a sail of size S means. Consider also the case where Theseus uses
the shape of the sails to indicate something other than some sort of sequential pattern. Suppose
Theseus uses the shape of the sails to mean he wants to meet at a location, some temple, of that
shape. Here there does not seem to be a sequential pattern in the nature of the signs — the shape
of the signs, their decibel level, etc. — but there is still some sort of systematic mapping — from

shape to shape.?® We can even imagine Theseus using a triangular sail to mean the circular

25 To be clear, I am calling it a “sequential pattern” to mark out that I take this to be a different
kind of phenomenon than what Planer and Godfrey-Smith talk about when they use the word
‘sequence’. In other words, I am using their ‘sequence’ and my ‘sequential pattern’ to pick out
different things here, not describe the same. By “sequential pattern” I mean something that
comes on a scale or spectrum — properties like distance, time, weight, etc. For Planer and
Godfrey-Smith the notion of a sequence pertains to the internal organization of atomic signs
within one and the same signal — like a gene (which contains a sequence of nucleotides within
the same reading frame).

26 Cases such as these too could be helpful for predicting the meaning of not yet encountered
signals in a way similar to the sequence mapping cases.
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temple (which in the real world might be a good strategy for someone engaging in covert

activity). I suggest interpreting encoding broadly to include cases such as these as well.?’

Now consider composite-encoded signals. Why must order or sequence matter for
something to count as a case of syntax? Suppose A means “Lion” and 1 means “1 foot away”
and so A1 means “Lion one foot away”. This case has a systematic mapping of signal parts to
other properties, has a “relation-between-relations”, but it could also be such that 1A means the
same thing. It is not obvious why a language that operated this way should not also be described
as having a syntax. Some analyses of Latin suggest that that language works in this manner, that
order does not matter — though, others disagree.?® In any case, it does not seem impossible to
imagine a human language that would work in this way. And it seems somewhat arbitrary to set

such cases aside as cases of language without syntax.

There are other issues with Planer and Godfrey-Smith’s account. Planer points out that in
the case of binary, the order matters but there are not unique atomic signals mapped to unique
things in the world. 1s and Os are all there is in a binary string, and they are reused within and
across signals. So, compare 100010110 having a different meaning from 101111110 and the
order mattering and ABCDEFGHIJ having a different meaning than ABCJIHGFE, where in the
letter example the individual atomic parts are not being reused within the combinatorial signal,

only across signals. Both kinds of signals can have mappings from parts to meanings, but only

27 Planer (2019) describes signaling systems with this sort of mapping as “scrambled” and does
not seem to want to call them encoded. What matters for him is that the mapping of the signals in
some way follows an “encoding principle”, one that involves a mirroring of a pattern in the
signals with a pattern in the world. And yet, even a so-called scrambled signaling system will
still be following some encoding principle. What’s more, which sort of pattern or encoding
principle is easier for agents to use will likely vary between kinds of agents.

28 See, for example, Devine and Stephens (2006) and Spevak (2010).
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one reuses signals in more than one way and determines their meaning in some instance in part
also by their place in the sequence.?’ Planer points out something similar but slightly different
happens in natural language. The word ‘she’ has a certain meaning in “Nandi told Kate she is
moving to Texas” and that meaning is different when used in the sentence “Kate told Nandi she
is moving to Texas”. Of course, there is also something that is somewhat the same in the
meaning of ‘she’ in both cases — it has the sense of being about a woman or refers to the person
whose name came before it.3° But compare this to the sentence “Connor likes jazz” where the
order does not seem to play a role in specifying the meaning of the parts in the same way. Planer
suggests we extend combinatorial encoded signals to fit these cases where order can have a role
in determining individual part meanings. I will add a slightly different case I think should be
include as well. Consider the sentence “I went to the store.” Here, word order matters, and the
parts map to specific meanings, but the meaning of I changes (in the sense of its referent)
depending not on what other words appear before it, its place in the order, as in the Nandi and
Kate case or the binary case, but on who sends the signal. Probably there are other examples out
there that stretch the boundaries and expand the category even further, but I will not try to

mention them all here.?!

29 See Griffiths and Stotz (2013) for further insight into the idea of sequence information, which
appears to be what Planer and Godfrey-Smith are interested in in their account.

30 Planer does not mention this aspect of the example, that words like ‘he’ still seem to maintain
some part of their meaning despite the difference in what words come before them. Rather, he
simply says the meaning changes. I am not sure if he’d disagree with me here, but I consider this
subtlety worth pointing out.

3! Planer and Godfrey-Smith (2021) acknowledge nominal and atomic might not be such distinct
categories yet treat them as such anyway. I am more cautious. To some extent, I follow Millikan
(1984), who suggests a sort of structure just is present and acted upon by signalers in some
otherwise apparently atomic signals. I treat the alarm call case where agents make use of decibel
levels, for example, as being other than atomic, as being a case of a composite signal — the
decibel level just is a part of the signal and not some “detached” feature of it as Planer and
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A final case brings out a gap in the framework that follows directly from the observation
made above about Planer and Godfrey-Smith’s worked examples. Although their official
definition of sequence properties appears to cover spatial as well as temporal orderings, every
example they develop involves a single-dimensional linear arrangement. This leaves the
framework without resources to handle genuinely two-dimensional spatial structures. Consider a
grid system. A simple example is a 2 x 2 grid. A signal such as ABCD arranged in a linear string
can be encoded and combinatorial — the order matters and each atomic part maps to a meaning in
a systematic way. But a grid system can achieve structured meaning in a way that has no obvious

linear analogue.

a. b. c.
Fig. 5. Encoded combinatorial grids. Grids (a), (b), and (c) differ in their spatial
arrangement of parts, in the hues of those parts, or in both. The grid case illustrates
a system in which meaning results from a combination of two-dimensional spatial
arrangement and the properties of signal parts. Neither aspect alone determines the
overall content of a signal. And together they establish a combinatorial space of

distinct signals.

Godfrey-Smith seem to suggest. In response to a similar case, one involving time being relevant
to a signal’s interpretation, Planer and Godfrey-Smith write, “This puts pressure on the nominal
category of our classification, though not on the atomic category, as time of production is not a
physical part of the call” (p. 13). In short, I think this may be the right move in some cases but
wrong in others, and I believe the way we talk about cases such as the one involving decibel
levels bears this out.
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The grid from Fig. 5a can have a meaning different than the grid from Fig. 5b and it can be that
the meaning is a matter of combinatorial structure and encoding yet where in this case
combinatorial structure is extended to include the “arrangement” (for lack of better words) of the
parts in a two-dimensional sense, not just in a one-dimensional sense — that is, in the sense of
from left to right, in the sense of a place in a sequence like the 1s and the 0s. “Order” just seems
like the wrong word to use in the grid case. And we can further imagine the hue of the squares
matters too. It might be the hues map in a systematic way to certain meanings, in which case the
grid from Fig. 5a will have a content different than that from Fig. 5c despite having the same
colors in the same arrangement. I can even imagine this sort of situation being expanded further

to include three-dimensional examples and possibly more.*?

One might argue that since Planer and Godfrey-Smith’s official definition says sequence
properties cover orderings “in space or time,” two-dimensional grids are somehow technically
already within their framework. But this response results in a dilemma. Suppose that “sequence
properties” can be interpreted to cover any structured spatial arrangement — including the 2D
grid. Then the notion loses its meaning, since any spatially arranged composite sign, under some
choice of how to linearly parse its arrangement, could be read as having sequence properties.
Every composite sign system with spatially arranged parts would then turn out to be
combinatorial. And the result would be that the distinction between composite and combinatorial
signals is no longer obvious. More important, however, the question is not whether a 2D
structure could be represented as a sequence, but whether agents actually represent and exploit

that structure in a sequential way. And for grid-style signaling systems, there is no reason to

32 How might a story of the development of some of these more complicated signals go? See
Planer (2019), Planer and Godfrey-Smith (2021) and Simpson (2024) for sketches.
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think they do — the natural interpretation of the signal is spatial, not sequential. If, on the other
hand, “sequence properties” is understood narrowly enough to preserve the distinction — meaning
something like a one-dimensional, directional ordering, as all the worked examples suggest —
then the 2D grid case falls outside the framework and the framework is revealed to be narrower
than it might appear. In short, the account seems to have been developed with a specific class of
cases in mind and is unable to handle those where meaning is determined by a genuinely multi-
dimensional spatial arrangement. The reliance on “sequence properties” as the key criterion is,

either way, problematic.

The foregoing cases make syntax appear to be a heterogeneous category with many
possible variations, none of which captures all the others. My recommendation is that it is better
to describe signals in terms of their specific structural properties — “nominal and combinatorial”,
“composite and organized”, making use of a sequence or some other systematic mapping — and
leave matters there, rather than expending theoretical energy trying to define a term as
overloaded and historically contested as syntax. Again, this recommendation should not be
misread as hard-core eliminativism — the view that we should never use the word ‘syntax’ again.
The same Carnapian argument that will be applied to signal content in section 5 applies here.
Just as we will see there is no single privileged notion of signal content so there is no single
privileged notion of syntax. We need not stop using the word any more than we need to stop
using the word ‘meaning.’ Instead, when we use the word ‘syntax,” we should be clear which
notion we are employing — whether we mean the Planer-Godfrey-Smith encoded-combinatorial
sense, some other technical sense, or the everyday sense. To ask which notion is the real or
correct notion is, in Carnap’s (1950) terms, to ask an external question — a question that is

outside of any particular framework, and to which no factual answer is to be found. Different
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contexts call for different concepts, and precision requires we be clear about which one we are

using.

Some have hoped to use syntax as a way to argue that only humans use “true language” —
whatever that is.>* The observations of this section instead reorient us to asking whether animals
use “encoded combinatorial” signals or “encoded organized” signals or whatever. Planer and
Godfrey-Smith do not include anything other than human language sentences and genes in the
box on their chart listed under “encoded combinatorial” for between-organism communication,
which suggests they think animals do not use such signals externally — in communication with
each other. It should be noted, however, that they explicitly allow that within-organism sign
systems — languages of thought, in the sense explored at length by Planer (2019) — might well
qualify as encoded combinatorial as well. If that broader focus is adopted, such systems may not
be rare at all.** T do not know whether any animals do have an encoded combinatorial signaling
system that they use with each other — there does not seem to be any evidence of this yet — but
even if they do not it does not mean that animals do not communicate. That they do in the

sender-receiver sense is clear.?® Of course, if one decides to call combinatorial encoded signals

33 Chomsky’s early work on generative grammar (1957, 1965, 1975, 2002) put what I and others
argue is a misplaced emphasis on the syntactic abilities of human languages as a differentiating
feature from communication more generally.

34 To be clear, Planer and Godfrey-Smith do mention that they think “If we broaden our focus to
include the within-organism context, such sign systems might not be rare.” (p. 762) Their view
appears to be that the language-of-thought (LOT) might have a syntax in the sense set out in their
paper even if they do not explicitly list it in the box. The idea would be that animals might use
such signals in this internal sense even if they do not use them externally in the sense [ am
concerned with here — that is, in a signaling system used to communicate with each other.

35 Several empirical studies have argued that some animal communication systems are
compositional in the right manner. See, for example, Berthet et al. 2018 and Zuberbiihler 2020.
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and only those examples of “true language” and so conclude animals do not use language, that is

their choice. I just do not see the motivation for it.

5. What Sort of Content Do Signals Have?

In section 4, I argued that the concept of syntax is heterogeneous and that the appropriate
response is pluralism about syntactic frameworks rather than a search for the one correct
account. In this section I argue that the same is true of signal content. The major theories of
content — informational, functional, propositional — each face counterexamples, and none of them
can claim to be the uniquely correct account of what signals mean. This is not simply a sign that
the theories need further development but instead that the concept of meaning is framework-
relative. Different theories pick out different real features of communicative systems, each useful
for certain purposes, none of them privileged in a way that would justify asking which captures
the true content of a signal. I propose a neo-Carnapian conclusion, namely that debates between
informational, functional, and propositional accounts of content are not debates about which
theory gets the metaphysics right, but debates about which linguistic framework serves a given

investigative purpose.

One way to approach the problem of meaning is to look at the information in a signal.
Fred Dretske’s Knowledge and the Flow of Information (1981) is a classic example of this
method.*® The most recent version of this idea, however, is due to Brian Skyrms. On Skyrms’s
account, the informational content of a signal is captured by how the signal changes both the

probabilities of the states of the world and the receiver’s actions. On this view, you can think of

36 T will not look at Dretske’s view as it is well known there are many problems with it. See
Artiga (2020) for an analysis of informational accounts.
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the content of a signal as a sort of list of all the changes to the probabilities of the states of the

world and actions of the receiver given the signal (See Fig. 6).

<[Psig(state 1)/P(state 1)], [Psig(state 2)/P(state 2)], [Psig(state 3)/P(state 3)]>

Fig. 6. An example of an informational content vector for a simple

game with three states and three signals (receiver actions are not

included here). Psig is the probability of the state conditional on

getting the signal.’’
Godfrey-Smith (2011) points out a couple potential flaws with this view, but just consider a
simple case of deception. American anthropologists Cheney and Seyfarth (1988, 1990) reported
on a vervet monkey (Chlorocebus pygerythrus) named Kitui, who had a habit of producing
leopard alarm calls whenever a new male tried to join his group and challenge him. Intuitively,
we want to say that when Kitui sends a leopard alarm call when there is no leopard but merely a
rival male, that it is false, is a case of deception. And yet it appears Skyrms’s account does not
allow for this. The change in probabilities of a rival male approaching Kitui’s troop will also be
part of the list in the informational content vector, and so the signal will be “true” and have the
same content when sent by Kitui or by an honest vervet. Let L; represent the state where there is
a leopard present and let R> be the state where there is only a rival male present, and you get this

informational content vector in Fig 7.

<[Psig(L1)/P(L1)], [Psig(R2)/P(R2)]>

37 Skyrms actually prefers adding a logarithm of base 2 to his equation, making his preferred
representation of informational content look like as follows: log [Psig(state 1)/P(state 1)]. Doing
this allows for measuring information in bits.
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Fig. 7. The leopard call vector.

Whether the signal is sent deceptively by Kitui or non-deceptively by another vervet, the vector
is the same, the content is the same.

The point is somewhat easier to see with a similar formulation that faces the same issue.
Suppose the content of the signal is simply a list of the probabilities of the various states of the

world given the signal (See Fig. 8).

[Psig(state 1), Psig(state 2)]

Fig. 8. Simple probability vector.

Then what both a deceptive Kitui and an honest vervet “say” when they send that signal, again,
will be the same. Suppose 10% of the time Kitui is the one who sends the call. Then the
informational content of that signal will be something like “Leopard 90%, Rival Male 10%”.
Sent by either type of sender — Kitui or an honest vervet — a signal with that content will not

strictly speaking be a lie.

Skyrms and Barrett (2019) present an updated account of signal content to make sense of
misrepresentation cases. Now, the propositional content of a signal is defined in terms of the
equilibrium convention that sender and receiver converge on in contexts where their interests are
aligned. In deceptive games like the one involving Kitui, signals may still correlate with states.
They may still transmit information in an information-theoretic sense. And on their view, they
still carry the same stable propositional content the signal has in honest uses. Content stabilizes
in the common-interest sub-game and then attaches to the signal type. Deception is possible

because that content carries over to fokens in deceptive contexts as well. To evaluate meaning,
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you must project back to the common-interest sub-game (the part of the game where sender and

receiver would coordinate — so, for example, the game where Kitui is not so selfishly inclined).

Unfortunately, this view faces problems of its own. The question of how exactly to
identify the sub-game of common interest and its equilibrium may not be straightforward in real-
world cases. More importantly, it assumes that a real, separable common-interest sub-game
exists to read the equilibrium off of. In populations where cooperative and non-cooperative
agents have always coexisted, no such clean sub-game may ever have occurred. And where one
did occur, enough future deceptive uses of the signal might eventually destabilize that original

equilibrium and change what that signal type means.

Another way philosophers have approached the question of meaning is to look at the
success conditions of signals — roughly, when they work or have utility. American pragmatist
William James sometimes appeared to endorse such a view.*® Later, Ruth Millikan developed an
evolutionary version of this general idea, where the content of a signal is determined by natural
selection. Millikan’s view is very similar to the sender-receiver model. There is a sender
(“producer”) who observes the state of the world and sends a signal to a receiver (“consumer”
who then performs an action. According to Millikan, roughly, the content of a signal is
determined by the “normal” combination of states and actions that led to the evolutionary
preservation or proliferation of that particular signaling strategy, where what “normal” meant
was somewhat unclear and often debated. The most recent version of this way of characterizing

content is due to Nicholas Shea, Peter Godfrey-Smith, and Rosa Cao (2018). Here, the same idea

38 Pragmatism (1907) and The Will to Believe and Other Essays in Popular Philosophy (1897)
are the most popular examples of James’s work in this tradition.
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applies but more broadly. Content is produced by various processes — learning, copying, and
perhaps other methods — not just natural selection. What matters is not so much the mechanism
of stabilization but which states figure in the explanation of the stabilization of sender and

receiver strategies.

The Shea, Godfrey-Smith, Cao version of the theory does a nice job of generalizing
Millikan’s key insight and showing that a theory of this sort can cover more cases of
communication than previously imagined. However, consider another case involving the
vervets.3* Suppose vervets eventually learn to recognize the smell of another of their predators,
baboons, and develop a signaling system for warning other vervets of a baboon’s presence. Now
if a vervet smells a baboon, it will send a specific alarm to warn the others. The functional
content of the signal seems to be something like “Baboon!” But now suppose that one day a
hunter wearing a baboon pelt and looking for vervets to trap comes along. A vervet smells the
pelt, sends the alarm, and the troop escapes. This seems to be a “maintaining” use of the signal in
some sense. If the signal were used this way more often, it is not the case the signaling system
would break down — in fact, this use would get reinforced! And yet, intuitively the hunter does

not seem to be part of the signal’s original content.*°

It is not clear what move to make from here. Does one reconstruct the content somehow
so it covers both baboons and hunters wearing baboon pelts? Does the history matter — was
perhaps the first use in the hunter case a happy yet false accident but such that if it became more

common it would later become part of the meaning? Should we try to rely on some notion of

39 This is adapted from a story in Harms (2010).

40 See Martinez (2015), for a formalization of the notions maintaining and non-maintaining.
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“normal”? But what counts as normal? What if it just happened to be the hunter wearing a
baboon pelt was the first kind of threat the vervets encountered and then baboons became the

norm after that?

In Convention, David Lewis handles the question of meaning in a different way.*! There

he writes the following while summarizing a case involving Paul Revere:

I have now described the character of a case of signaling without mentioning the
meaning of the signals: that two lanterns meant that the redcoats were coming by
sea, or whatever. But nothing important seems to have been left unsaid. So what
has been said must somehow imply that the signals have their meanings. (pp. 124-

125)

Lewis seems to be saying, “Look, we have now got an account of communication, and since
meaning is a part of communication, it must somehow fit in here. And yet, the notion of meaning
does not seem to fit in so nicely and somehow that does not seem to be a problem — we can still
just as well talk about things in terms of the model, no meaning talk necessary”. It’s a very
deflationary, even eliminativist, sort of view. I want to take a similar stance, but a slightly
different one. Some philosophers think the notion of meaning can be reduced to some specific
property of the wiring or connection facts in a communicative system — success, function,

informational content, or something else. Lewis seems to be denying this sort of move. Sterelny

“! For other analyses of signal meaning see Huttegger (2007), Zollman (2011), Birch (2014),
Shen (2020).
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(2003) similarly doubts such a property is to be found. I think this sort of position is on the right

track, but, as with syntax, I do not think we need to go a hard-core eliminativist route.

In his classic 1950 paper “Empiricism, Semantics, and Ontology”, Rudolf Carnap
presented the idea of linguistic frameworks and a difference between what he called “internal”
and “external” uses of a language. The basic idea is that there is a difference between making
claims using a language or a way of speaking — saying, for example, “Uranium atoms have 92
protons” — and talking about that way of speaking and what it assumes to exist or the way that
"language" carves up the world — asking, for example, “Is talking about the world in terms of
atoms even a helpful way to talk?” The latter kind of question is a sort of meta-level discourse

about the very language or way of talking that one is using to describe the world.

Applying Carnap’s idea here, talk about the meaning of signals in terms of functional
content, informational content, or any other kind of content is all talk carried out at an internal
level within each of those ways of speaking. When I ask, “Does signal S have content C?”, that
question is always implicitly made within a particular framework — it really translates to
something like “Does signal S have functional content C?” or “Does signal S have informational
content C?” Each such question is an internal one, and each framework has its own standards for
assessing the truth or falsity of claims made within it. From within the functional framework, for
example, someone might answer “No, that is not the content of S, because if that use of the
signal were more common the system would break down.” From within the informational
framework, someone might appeal to probability distribution and answer differently. These are
real disagreements. But they are disagreements conducted within frameworks — not from some

framework-independent point of view. To ask which framework has identified the true or real
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content of a signal is to ask a mistaken sort of external question. There is no single shared
transcendental notion of meaning or content for any of these accounts to appeal to. At best, the
external questions we can legitimately ask are practical or logical ones. We can ask whether
some way of talking about signal content is more helpful in some context than another, or
whether the notion of meaning provided by some account is even logically coherent. From an

external point of view, there is nothing else that can legitimately be asked.

The cumulative picture that emerges from the survey above warrants a more explicit
argument for the pluralist position. That argument proceeds in four steps. First, the everyday
notions of meaning, syntax, and communication are imprecise and historically laden — no single
usage dominates, reasonable people disagree on their extension, and these notions did not
originally develop with bizarre borderline cases in mind. Second, each of the theories analyzed
faces counterexamples and none of them can claim to have captured the correct analysis. The
leopard call cases and the baboon-pelt alarm cases reveal systematic differences between what
the theories deliver and what we intuitively want to say. Third, the theories do not always
converge on the same judgement when we do apply them to some case. Instead, they sometimes
agree — in the simple paradigm cases — but disagree in others. These results are what we should
expect if instead of locking onto the same exact phenomenon or underlying facts they are
actually locking onto different but overlapping phenomenon. Fourth, if there were a single
determinate metaphysical fact about what a signal “really means,” one of these theories would,
over time, as the science matures, emerge as the clear winner. And yet, that has not happened.
More than that, there is no reason to expect that it ever will. The concept of meaning is simply
not that kind of concept. It is not a natural kind with distinct physical realizers. Instead, meaning

involves a family of overlapping concepts, each useful for different purposes. This is why the
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neo-Carnapian outlook should be preferred. It’s the best explanation of this persistent theoretical

pluralism.

It is worth being clear about the kind of view this position is in opposition to. Someone
might reasonably wonder “Is there even a real disagreement on this matter?” There is, and there
are real targets. The neo-Carnapian position rejects any view that holds that there is a fact of the
matter about what a signal “really means” independently of any choice of framework. This
opposition includes teleo-semanticists who argue that biological function determines signal
content prior to and independent of choice of framework, informational semanticists who suggest
that there is a fact of the matter about which probability distribution captures the real content of a
signal, and anyone who believes that there is a correct account of meaning out there just waiting
to be discovered. In contrast, the neo-Carnapian instead argues that the question “which account
gets the real content right?” is an external question — one for which there is no objective answer,
only more or less useful choices at the internal level. This is not to say that within any given
framework, claims about a signal’s content cannot be made. Just that what cannot be resolved is
the truth of framework itself by appeal to some sort of framework-independent facts. We are left
with the classic Carnapian principle of tolerance — not that anything goes within a framework,
but that the choice between frameworks is not a factual matter. This does not mean the old
ordinary way of speaking about things having meaning is wrong or that it should be abandoned.
Saying that a signal means X or Y will often be the most helpful and natural way to talk —
particularly in everyday contexts. What the neo-Carnapian position implies is only that in more
rigorous and precision-requiring contexts — as in science and philosophy — we should be clear
about which framework is doing the work. The everyday notion of meaning is not false; it is

simply imprecise in ways that become visible when we push it into borderline territory.
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In a way my stance is a bit like the “levels of explanation” view expressed by Daniel
Dennett in his 1978 book Brainstorms and other works (1989, 1991) and like Bob Batterman’s
anti-reductionist account (2001, 2021). The handed-down way of speaking about meaning and
the newer frameworks are simply different ways or levels of talking about roughly the same
phenomenon. They are all picking up on real patterns out there in the world — of natural
selection, reinforcement learning, and so on — that are worth tracking and make sense to talk
about in various contexts. But ultimately, they are just different signaling systems we use for
different but sometimes overlapping purposes. Whereas others hold out hope that the handed-
down way of speaking will eventually be fully captured by a new way of understanding things,

and others that it will eventually be explained away in an eliminativist sense, I have my doubts.

The position is deflationary in rejecting the search for a uniquely correct account of
meaning, pragmatic in treating framework-choice as a practical rather than a factual matter, and
pluralist in allowing different theories to be used for different purposes. Shea, Godfrey-Smith,
and Cao (2018), Planer and Godfrey-Smith (2021), and Cao (2022) articulate similar positions.
The key difference between those accounts and the one presented here is the explicitly Carnapian
flavor and the reasons motivating the move. When we go out investigating some signal or act of
communication, we can talk about any kind of meaning we like and use any account of content
in our assessment — functional, informational, and so on — we just need to be clear about which
model of meaning we are using. Confusion arises in part because we fail to realize these are all
just different linguistic frameworks in the Carnapian sense for talking about roughly the same

phenomenon.

6. The Relation between the Model and the World
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I would like to finish with a more general remark. At this point, many readers have probably
wondered what sort of stance we should take with respect to the relationship between the sender-
receiver model and the world. Am I trying to argue the sender-receiver model is correct, that this
is what communication real/ly amounts to? My answer here is similar to the one just given

regarding the issue of meaning and content.

In his 1907 book Pragmatism, James noted that many debates in philosophy arise simply
because the participants do not realize they are using the same words to refer to similar but
slightly different phenomena. I think that is a bit of what has been going on in debates about

communication generally.

As with the word ‘meaning’, words like ‘communication’, ‘sign’, and ‘signal’ all have
handed down and somewhat unclear, shifting, and often unshared meanings and connotations.
And similar to ‘meaning’, there is arguably no transcendental sense of any of these words for
some theory to get right. The sender-receiver way of using words like ‘communication’,
‘meaning’, ‘signal’, and so on has its own rules for using those words and its own contexts for
which its use makes sense or is practical. The same goes for the Gricean, Peircean, and other
ways of talking about communication, and the same goes for the old handed-down way of
talking about it. As with the case of meaning, none of these models is true or false in some
grander metaphysical sense — only more or less useful than others in some context or for certain
purposes. In Carnapian terms, there is no external question about these frameworks for us to be
right or wrong about. These are all just different signaling systems we use for talking about our
world and certain parts of it. In fact, if Barrett’s (2007) analysis of signaling systems and their

relationship with the world is right, we cannot even “step outside” of a signaling system to check
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that it carves up the world at its metaphysical joints. In short, the sender-receiver model should
not be thought of as the true or correct account of communication, just a more fruitful and useful

one.

And so, when we go out in the world and ask if something is a case of communication or
if what we are dealing with is some sort of signal, we should realize these questions are really
Carnapian internal questions. We are really asking something like “Is that a signal according to
the sender-receiver framework?” or “Is that a symbol in the Peircean sense?” We might even
ask if something is a case of communication according to our folk understanding of the term. But
to ask whether something is a signal in any grander external-question sense is to ask a question
that cannot be answered in the way those who ask it typically hope. We are always asking our
questions from within some signaling system. There is no way to go “signaling system
independent” in our investigations, no way to ask a question from completely “outside” of any

signaling system whatsoever.

The sender-receiver model is not a correct account of what communication really is.
There is no such account to be had. It is, however, an extraordinarily fruitful model — one that
has already changed the way we think about meaning, syntax, and the relationship between
human and animal communication. And it is one that has more to offer still. The
recommendation of this paper is simply that we use it with open eyes — aware of its limits, clear
about which frameworks and concepts we are using within it and why, and without the
expectation that the model will eventually provide us framework-independent answers to

questions better understood as choices.
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